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Zeroth-order / Derivative-free optimization (DFO)

x f f(x)

Minimize f using function values, not 1st-order info., e.g., derivatives.
Example 1: f is a black box given by simulations. No formula (yet).
Example 2: 1st-order info. of f is possible to get, but too expensive.
Even the evaluation of f is often expensive and noisy.
Aim: Minimize/reduce f using as few function evaluations as possible.
Examples of methods: Nelder–Mead, Powell’s algorithms, SOLNP+, . . .
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Applications of DFO

Nuclear physics Circuit design Artificial intelligence

Eldred, Larson, Padidar, Stein, and Wild, Derivative-free optimization of a rapid-cycling
synchrotron, Optim. Eng., 2022.
Zeng, Liu, Zhang, et al., BBGP-sDFO: Batch Bayesian and Gaussian Process-enhanced
subspace Derivative-Free Optimization for high-dimensional analog circuit synthesis, IEEE
TCAD, 2024.
Chen et al., Enhancing zeroth-order fine-tuning for language models with low-rank
structures, ICLR, 2025.
Wang et al., Zeroth-order federated fine-tuning for large AI models in
resource-constrained wireless networks, IEEE Trans. Wirel. Commun., 2026.
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Two common classes of DFO methods

Model-based methods: build a local approximation from function values, then use it to
guide the search.

- Model construction: interpolation or finite differences.

Direct search methods: compare objective values directly, without constructing a model.
- Example: Nelder–Mead simplex method

Other important DFO approaches include Bayesian optimization, evolutionary methods,
simulated annealing, . . .
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An example of model-based methods: NEWUOA

A model-based DFO solver for unconstrained problems

Developed by M.J.D. Powell

Widely used by engineers and scientists

A popular benchmark in the DFO community

A modern implementation: PRIMA

PRIMA on GitHub
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NEWUOA: powerful, but hard to implement and understand

Framework of NEWUOA

292 M.J.D. Powell 

in REAL*8 arithmetic. We compared the given results of the PENALTY3 
calculations with those that occurred after permuting the variables. The #F 
entries became 4336, 18209 and 125884 for n = 20, n = 40 and n = 80, respec- 
tively, which agrees well with the last column of Table 5 .  Further, for each 
n ,  the two values of F(gfi,) were slightly less than n2,  and they agreed to 
about 11 decimal places. A feature of PENALTY3, however, is that the mini- 
mum value of the objective function is close to and is hard to  find. This 
magnitude is exposed by picking the variables xi = 1, i = 1,2,  . . . , n - 1, and 
~ , = - ( n ~ - n + l ) ~ / ~ ,  because then exn is tiny and both S and the second line 
of expression (8.13) are zero, which provides F ( g )  = l ~ - ~ ( l +  R e x " )  E l ow3 .  
When NEWUOA was applied to PENALTY3 with n = 160, the original or- 
dering of the variables yielded #F = 629582 and F(cfi,) = 25447.688, while 
the new ordering yielded #F = 16844 and F(gfi,) = 0.001002. We had not 
expected the new ordering to be so favourable, because the differences in the 
results are due entirely to  computer rounding errors. 

The average amount of work per iteration is mentioned at the end of 
Section 7, being at best CJ(n2) in the case m = 2n+1. We tested this possibility 
in the ARWHEAD and PENALTY1 experiments of Table 5. The total time in 
seconds of each calculation on a Sun Ultra 10 workstation was divided by the 
product of n2  and #F. The resultant quotients for ARWHEAD are 8 .4x10-~ ,  
8.0 x 8.5 x and 8.8 x in the cases n = 20, n = 40, n = 80 
and n = 160, respectively, and the corresponding quotients for PENALTY1 
are 9.2 x l o w 6 ,  8.5 x 8.6 x and 9.3 x loF6,  the running time in the 
last case being nearly 5 hours, while ARWHEAD with n = 20 was solved in 
only 1.36 seconds. These findings suggest that the average complexity of each 
iteration is proportional to  n2,  which is most welcome. 

The development of NEWUOA has taken nearly three years. The work 
was very frustrating, due to  severe damage from computer rounding errors 
in difficult cases, before the factorization (4.16) of f2 was introduced. There- 
fore the author has had doubts about the use of the explicit inverse matrix 
H= W-', instead of using a factored form of W that allows the system (3.10) 
to be solved in 0 ( m 2 )  operations. The numerical results are still highly sen- 
sitive to  computer rounding errors, but the experiments of this section show 
that good accuracy is achieved eventually, which confirms the stability of the 
given techniques. Thus we conclude that the least Frobenius norm method for 
updating quadratic models is highly successful in unconstrained minimization 
calculations without derivatives. Readers are invited to request a free copy of 
the NEWUOA Fortran software by sending an e-mail to  mjdp&am.ac.uk. 

Appendix: Proofs for Section 3 

The assertions of the last two paragraphs of Section 3 are presented below 
as lemmas with proofs. The positions of the relevant interpolation points are 

Powell (2006, p. 292)

The coupling between modeling and optimization makes the
implementation complicated.
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A 2D illustration of Direct Search (DS)

+x
⋆

e1−e1

e2

−e2

x0

D = {e1,−e1, e2,−e2}.
One shared step size, initially α0 = 1.
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A 2D illustration of Direct Search (DS)

+x
⋆

x0

x1

The e1 trial gives enough decrease.
Accept x1 = x0 + e1.
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A 2D illustration of Direct Search (DS)

+x
⋆

x1

Expand the shared step size from 1 to 2.
The trials in both coordinate directions become longer.
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A 2D illustration of Direct Search (DS)
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××
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×
At step size 2, all four trials fail.
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A 2D illustration of Direct Search (DS)

+x
⋆

x2 = x1

Shrink the shared step size from 2 to 1.
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A 2D illustration of Direct Search (DS)

+x
⋆

x2

x3

At step size 1, the e1 trial succeeds.

Can different directions use different step sizes?
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A 2D illustration of Direct Search (DS)

+x
⋆

x2

x3

At step size 1, the e1 trial succeeds.
Can different directions use different step sizes?
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Unsatisfactory performance of classical direct search
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(b) τ = 10−3

133 unconstrained CUTEst problems, 6 ≤ n ≤ 50
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An improved direct-search method?

+x
⋆

e1−e1

e2

−e2

x0

D1 = {e1,−e1}, D2 = {e2,−e2}.
Same problem, same x0, and α1 = α2 = 1.
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An improved direct-search method?

+x
⋆

x1

The e1 trial succeeds. Expand only block 1.
α1 = 2, α2 = 1.
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An improved direct-search method?

+x
⋆

x1

x2

The e2 trial succeeds.
Each block has its own step size.
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An improved direct-search method?

+x
⋆

x2

Expand only block 2 from 1 to 2.
α1 = 2, α2 = 2.
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An improved direct-search method?

+x
⋆

x2 x3

From this new point, the length-2 e1 trial succeeds.
Accept x3 = x2 + 2e1.
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A General Framework for Blockwise Direct Search

Algorithm 1: Blockwise Direct Search
Input: x0 ∈ Rn, 0 < θ < 1 ≤ γ, α1

0, . . . , α
m
0 > 0, c > 0, and block direction sets D1, . . . ,Dm.

for k = 0, 1, . . . do
Select a block ik ∈ {1, . . . ,m}
if there exists d ∈ Dik such that f(xk + αik

k d) < f(xk)− c(αik
k )2 then

Set xk+1 = xk + αik
k d and αik

k+1 = γαik
k

else
Set xk+1 = xk and αik

k+1 = θαik
k

Step sizes of unvisited blocks remain unchanged: αj
k+1 = αj

k for every j ̸= ik.
For example, visit Di = {ei,−ei}, i = 1, . . . , n, cyclically.
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Can we improve BDS further?
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133 unconstrained CUTEst problems, 6 ≤ n ≤ 50
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Directional extrapolation in BDS: a 2D illustration

For n = 2, visit D1 = {e1,−e1} and D2 = {e2,−e2} alternately.

+x
⋆

start D1

D2

extrapolation trial

Directional extrapolation along s = α1e1 + α2e2.
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Combining extrapolation directions: momentum

+x
⋆

pk−1

pk

pmom
k

Form a linear combination, e.g., pmom
k = pk + β pk−1.

Try momentum first. If it gives no improvement, try the current extrapolation direction.
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Other practical mechanisms

Initialization: choose initial step sizes blockwise from the scale of x0.

Stopping: reuse existing trial values without extra function evaluations.

Failed simulations: if a trial errors or returns NaN, assign +∞ and continue.
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Performance of the complete BDS solver
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133 unconstrained CUTEst problems, 6 ≤ n ≤ 50
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Performance of the BDS solver under noise

Observed function value:

f̃σ(x) = f(x) + max{|f(x)|, 1}σZ, Z ∼ N (0, 1).

Z is sampled at every function evaluation.

In our experiments:
problem set: 133 unconstrained CUTEst problems

dimensions: 6 ≤ n ≤ 50

noise level: σ = 10−3

budget: 500n function evaluations

runs per noisy problem: 5
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Performance of the BDS solver under noise
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Adaptive forward-difference step for FD-BFGS: h(x) =
√
σmax{|f̃(x)|, 1}.
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A General Framework for Blockwise Direct Search (Recap)

Algorithm 1: Blockwise Direct Search
Input: x0 ∈ Rn, 0 < θ < 1 ≤ γ, α1

0, . . . , α
m
0 > 0, c > 0, and block direction sets D1, . . . ,Dm.

for k = 0, 1, . . . do
Select a block ik ∈ {1, . . . ,m}
if there exists d ∈ Dik such that f(xk + αik

k d) < f(xk)− c(αik
k )2 then

Set xk+1 = xk + αik
k d and αik

k+1 = γαik
k

else
Set xk+1 = xk and αik

k+1 = θαik
k

Step sizes of unvisited blocks remain unchanged: αj
k+1 = αj

k for every j ̸= ik.
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Is BDS convergent?

Yes.
Problem assumptions

f : Rn → R is convex and continuously
differentiable.
∇f is globally Lipschitz continuous.
the initial sublevel set is bounded.

Algorithmic assumptions

Every block is visited infinitely often.⋃m
i=1Di positively spans Rn.
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Flexible block selection

Every block is visited infinitely often.

#{k : ik = i} = ∞ for every block i.

No frequency or order is prescribed.
Blocks may be selected deterministically or randomly.
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What does positive spanning mean?

e1−e1

e2

−e2

−g

θ

D positively spans Rn if every v ∈ Rn can be written as

v =

q∑
r=1

λrd
r, dr ∈ D, λr ≥ 0.

Consequently, for every nonzero gradient g, some d ∈ D
satisfies g⊤d < 0, which means d is a descent direction.

For any basis {b1, . . . , bn}, its signed basis
{b1,−b1, . . . , bn,−bn} is an example of a positive spanning set.
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Conclusions

1 Blockwise Direct Search (BDS) is a substantial improvement over the classical direct
search method.

2 BDS is robust under noise without any noise-handling techniques.

3 The BDS solver turns BDS into a practical black-box solver, with mechanisms for
acceleration, initial step-size selection, and stopping.

4 Under smooth convex assumptions, BDS has a global convergence guarantee.
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Future work

An optimization agent built around the BDS solver
Adaptive to structured problems (ℓ1-regularized, etc.)

BDS on GitHub

open-source and easy to use

tested continuously via GitHub Actions

tested on various platforms
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Future work

An optimization agent built around the BDS solver
Adaptive to structured problems (ℓ1-regularized, etc.)

BDS on GitHub

open-source and easy to use

tested continuously via GitHub Actions

tested on various platforms

Thank you!
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